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Introduction 
 

This paper briefly outlines low-dimensional toy models of bilingual concepts, 
with a focus on explaining their rationale underlying its construction. Rather than 
attempt to recreate language-, and development-specific phenomena, our goal is to 
elucidate the nature of conceptual representations underlying bilinguals' languages. For 
the theoretical grounding for this research, we draw, primarily, on Gardenfors’ (2000, 
2014) conceptual spaces, Lewisian signalling (Lewis, 1969) and coordination games. 
This grounds our approach to understanding bilingual cognition in game theoretical 
pragmatics, and cognitive sciences. For empirical results, we draw on studies of 
cognitive / behavioural studies of bilinguals, such as Cook et al. (2006), as well as more 
recent work by Kasai and her colleagues, and research in linguistic relativity. 
 
Connectionist, complex network, and Bayesian learning models have gained popularity 
in different areas of linguistics (language development, complexity of syntactic relations, 
and evolutionary linguistics, respectively). While some phenomena – emergent 
properties – are only observed after some critical point is reached, others are seen in 
much simpler systems. Language as a whole has been described as a complex adaptive 
system (Ellis & Larsen-Freeman, 2010), and the emergence of complex syntactic 
networks has described by Corominas-Murtra, Valverde, and Solé (2007). 

While the inherent complexity of language provides rich ground for a wealth of fruitful 
research, we think it well worth remembering the degree of apparently complex 
behaviour that can be described be extremely simple systems. As regards stable 
signalling systems, the results reviewed by Skyrms (2010) are a strong indicator of just 
how simple a learning mechanism can be, and still lead to a successful signalling system. 

In his postscript, Skyrms notes that “[t]he object of primary interest is information.” 
(2007, p.177; emphasis in original). The present research implicitly shares this interest; 
rather than focusing on the physical (i.e., phonological or orthographic) signals used in 
communication, we turn our attention to the information they convey: If communication 
is a coordination game, and a speaker's strategy defines the mapping of concepts, then 
how do bilinguals manage the competing strategies of their two languages? We hope 
that this line of inquiry will shed light on some differences between monolingual and 
bilingual cognition. 
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1. Lewisian Signalling 
 

Signalling games were first described by Lewis (1969). In the jargon of game 
theory, they are coordination games with private information. Minimally, signalling 
games consist of a set of possible world states, a pair of agents – the Sender and 
Receiver –, a set of signals, a set of responses, and a payoff (or utility) measure. The 
Sender observes the state of the world – this is the private information – and 
communicates the information about the state to the Receiver via a signal. In turn, the 
Receiver selects a response based on the signal. The utility of the response is a function 
of the Receiver’s response, and the world’s state; that is, how “appropriate” the 
response is. It is worth noting that, while the Sender and Receiver may receive the same 
payoff, their utility functions are different: the Sender does not have access to the 
Receiver’s set of responses, nor does the Receiver have access to the Sender’s 
knowledge of the world’s state. An “objective” payoff may be the value of the response 
given the world state, while the Sender’s utility is a function of signals given the state, 
and the Receiver’s utility is function of response given the signal. 
 
In simple signalling systems, there may be an equal number of states, signals, and 
responses. If these numbers are sufficiently small, then finding an optimal signalling 
system is trivially simple. 
 
 

 
Table 1: a 2x2x2 signalling game. The two equilibria, in this case Pareto optimal Nash equilibria, are [(A, 

i, X), (B, j, Y)] and [(A, j, X), (B, i, Y)]. 
 
 
In Table 1, the Sender and Receiver are indifferent between the signals – so long as the 
signal elicits an appropriate response. More complex systems (i.e., those with larger sets 
of world states, signals and responses; with agents who must learn their system from 
scratch; signalling in noisy systems; etc.) may not allow for such simple equilibria. 
More than one world state may be referred to by a single signal, or vice versa, and 
similarly for signals and responses. 
 
For example: An extremely accurate weather report might give the chance of 
precipitation as a percentage with double-decimal-place accuracy (ranging from 0.01% 
to 99.99% chance of rain). Someone planning their day is unlikely to have different 
plans of action for all of the nearly 10,000 possible weather reports; someone sharing 
the weather forecast is more likely to limit their range of utterances (signals) to things 
like: “It [probably] won’t rain”; “It might rain”; “It’ll probably rain”; or “Take an 
umbrella.” 
 
Signalling systems like this are known as semi-pooling equilibria. (In pooling equilibria, 
world states are ignored and the system collapses to a single signal-response pair; in 
separating equilibria each state has a unique signal-response pair.) Semi-pooling 
equilibria might be of particular interest in linguistics: They are a far better descriptor of 
semantic (or cognitive) categories than their counterparts. 

Response X Response Y Response X Response Y
Signal i 1 0 0 1
Signal j 1 0 0 1

World State A World State B
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Research in other kinds of signalling systems – e.g., including signals of varying costs; 
convex payoff sets, etc. – have also been carried out. Van Rooy’s (2004) found that 
signalling systems with signals of unequal costs tend to select “Horn strategies”, viz., 
they follow the predictions of Horn’s (1984) pragmatic division of labour: 
Communicators prefer to select cheap, or simple, utterances over more costly ones when 
possible. 
 
Signalling games are a kind of coordination game. In general, coordination refers to 
agents attempt to make the same choice, rather than trying to arrive at an optimal pair of 
decisions, as in the signal-response pair of a signalling game. Driving provides us with a 
simple example: All drivers have to decide which side of the road to drive on, the left or 
the right. If the majority choose to drive on the left, and a single driver chooses to drive 
on the right, the lone defector will soon change his mind, or pay a heavy price. While 
individual drivers may have some preference for driving on one side rather than the 
other, the desire (or need) to make the same decision as other drivers outweighs any 
personal preferences. In short, coordination entails doing the same thing everyone else 
does. (A signalling game for driving might involve drivers indicating their preference 
for driving on the right or left by choosing a car of a certain colour; any neutral drivers 
would then choose which side to drive on based on the colours of cars around them.) 
 
 
2. Concepts & Spaces 
 
 Gardenfors’ theory of conceptual spaces (2000) offers a geometric treatment of 
human cognition, and a natural extension (2014) of the theory into semantics. The 
primary goal of Gardenfors (2000) is not to offer a treatment of all the physical 
properties of objects, and deal with their translation into concepts, but rather to focus on 
natural properties: Those that are most natural to inclusion in cognition. While this deals 
with many physical properties, it does not necessarily include the level of detail found 
in, for example, the hard sciences. Colour, rather than being described with reference to 
its wavelength as in physics, is treated as a three-dimensional domain. In this case, the 
dimensions are hue, brightness, and saturation. A domain, such as colour, is defined by 
some number of dimensions. A domain may be subdivided into a set of related concepts. 
The concept of BLUE, or “blueness”, occupies a subspace of the colour domain, while a 
specific shade of blue is represented as a single point. 
 
Gardenfors (2014) extends his earlier ideas to semantics. Coordination via signalling 
games is included in this treatment. Gardenfors considers successful coordination to be 
two communicators as a “meeting of minds”. In the physical world, this might mean 
two people attending to the same object. In terms of conceptual spaces, this amounts to 
attending to (a) attending to the same concept, and (b) mapping that concept to the same 
sub-region of the relevant domain. This is a signalling game: the signal is a word, and 
the response is that word's interpretation. 
 
What might happen if members of a single population began manifesting two different 
mappings to conceptual spaces? If the shift was small enough, then most likely no one 
would notice. If enough people adopted the novel conceptual mapping, then the concept 
would change – “blue” might start to refer to some hues that had previously been called 
“green”. Another possibility is suggested by the co-action solution of Sasidevan and 
Sinha (2015), which seems to indicate that speakers using one conceptual mapping 
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would prefer to select the same interpretation as other members of their own group – 
analogous to a single language splitting into two dialects. (Results obtained via co-
action actually rely on differing payoff structures between players. The authors restrict 
themselves to consideration of a general 2x2 game; the case considered here is more 
complex, and so the application of co-action is somewhat tentative.) 
 
Loreto, Mukherjee, and Tria (2012) modelled the emergence of the hierarchy of natural 
colour names via the category game. Agents were randomly paired, and used simple 
negotiation dynamics to label different parts of the visible spectrum. Another finding of 
their paper was that variability in lexical categories is an expected result, given the 
stochasticity inherent in their agents' interaction. Loreto, Mukherjee, and Tria used a 
one-dimensional model for colour, i.e., by normalising the range of hues to the [0, 1] 
interval, and included a just-noticeable-difference function to mimic human perception. 
Their model, being based on agents' perception, falls within Gardenfors' description of a 
conceptual domain, and the negotiation dynamic falls under the broad label of 
coordination games. 
 
 
3. The Question 
 
 Here we depart from Lewisian signalling. Our interest, as stated in the 
introduction, is with language and cognition, that is, with the conceptual representations 
underlying languages, and the interaction between L1 and L2 concepts in bilinguals. 
There is ample evidence (e.g., much of the research discussed in Gentner and Goldin-
Meadow (2003)) that speakers of different languages hold different concepts. This 
applies to a wide range of areas of cognition. Since bilinguals need to communicate 
with monolingual speakers of both of their languages, in becomes interesting to 
consider what kind of concepts they maintain. 
 
 
Rather than maintaining one (or both) of their languages’ concepts, or “averaging” them, 
research suggests that bilinguals generate a somewhat novel concept. One result is that 
for two languages, A and B, A-B and B-A bilinguals seem to be more (cognitively) 
similar to one another than either are to monolinguals of their L1 (cf. Cook et al (2006); 
Athanasopoulos and Kasai (2008) et sec.). For example, in object categorisation tasks, 
English, and Japanese monolinguals display different biases; English speakers tend to 
categorise by shape, while Japanese speakers tend to focus on material. Bilinguals tend 
to categorise by shape, but with a less pronounced bias than monolingual English 
speakers. Bilingualism has also been found to cause shifts in conceptual prototype 
(Athanasopoulos, 2009). Even voice onset time seems to influenced by bilingual 
language input (Kehoe, Lleó, Rakow, 2004). 
 
While it seems clear that bilingualism entails cognitive change, the nature and cause of 
the change are as yet unclear. Various strains of thought that have touched on these 
questions suggest that cognitive differences associated with speaking different 
languages might be associated with culture, parameter setting, higher-level linguistic 
features (e.g., syntax), or neuroanatomical differences between genetic distinct 
populations. Modelling approaches, as noted above, suggest that the difference may 
emerge from the stochasticity of interaction (Loreto, Mukherjee, and Tria, 2012). 
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Similarly, the nature and cause of cognitive change in bilinguals might be tied to a range 
of sources: interference and interaction between the specific languages in question, (e.g., 
via parameter (re-)setting, features of (surface) syntax), neurological changes associated 
with bilingualism, complex learning in general, or more general communicative 
considerations, i.e., pragmatics. Neuro-cognitive computational considerations may also 
a good candidate for a driving force be behind cognitive change in bilinguals, but this 
idea will not be pursued here. 
 
 
To summarise: Bilinguals' seem to differ from their monolingual counterparts, both in 
their conceptual representations, and (at least some) behaviours. Those differences do 
not seem to emerge as “averages” of monolingual concepts. Thus, our questions are as 
follows: (1) Can we construct a game in which bilingual agents communicate with 
monolingual agents?; (2) Will strategy updates result in bilingual agents being more 
similar to one another than to monolinguals?; (3) Are there other features of bilingual 
cognition, and mental behaviour that can be approximated in the game? 
 
 
4. The Model 
 
 Our model requires a few things: a conceptual space; a strategy to partition the 
space individual concepts; a set of agents belonging to one of three groups (LA 
monolingual, LB monolingual, and LAB bilingual); stimuli to communicate about; a 
means for assessing the success or failure of communication; and a means for shifting 
weak agents towards better strategies. 

In the interest of keeping the model as simple as possible, we restrict agents' languages 
to a vocabulary set in a single domain. Only the concepts associated with each 
language's partition of the conceptual space. We define the conceptual domain as an n-
dimensional space (for now, we restrict ourselves to one- and two-dimensional spaces). 

Previous research has shown how a space a population can move from no vocabulary to 
a structured and stable (toy) language; we take this as a given. Prototypes are placed to 
give each an equal share of the space. More formally, the partition is a Voronoi 
tessellation (Fig. 1A), with the number of cells corresponding to the size of the 
associated lexicon. Each concept, C, is determined by the point, P, where its prototype 
lies: Ci = { x X, i≠j | d(x,Pi)  d(x, Pj)}. That is, any point in the space belongs to the 
concept with the closest prototype.  
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Fig. 1: (A) Three Voronoi tessellations. LA-monolingual (top left), LB-monolingual (top right),  
and Bilingual (bottom) tessellations of a 2D conceptual space. Each cell in a tessellation can be considered a 

concept for this domain. (B) A randomly placed stimulus object overlapping with three cells. The images were 
exported from NetLogo v5.2.1.

Each agent has a genome. Minimally, this genome specifies the placement of prototypes 
associated with that agent's language. Noise, a [0, 1] measure of randomness, can be 
implemented to control the similarity of genomes within a single set of agents. At 0, 
agents are identical; at 1, completely random. If desirable, genomes may be extended to 
include a threshold for categorical perception, or finer control over how agents interpret 
stimuli. 

Stimuli take the form of a random “object”: an n-dimensional (i.e., matching the 
cardinality of the conceptual space) set of random points within a given distance of the 
object's focal point (or centre). The number of random points is set by parameters for 
object-density, 0 < d < 1, and radius, r > 1. The randomly generated object is placed 
over the conceptual space (see Fig. 1B), and it overlaps with at least one of a speaker's 
concepts. Treating the object as a random cluster serves three purposes: First it 
approximates the fuzzy boundaries between categories; second real-world objects are 
rarely occupy a single point in perception (a red apple is not uniformly red all over; 
nonetheless, we call it “red”); and third, a random cluster (rather than a large mass) 
plays on small differences between agents concepts. 

All of the agents observe the same stimulus at the same time. As described above, the 
object may overlap with multiple concepts. Each concept's activation is relative to the 
number of points in its area. In Fig. 1B, the upper-right concept is the most strongly 
activated, followed by the middle-left. Agents choose between their active concepts 
probabilistically. This may be as simple as always choosing the most active concept, a 
(weighted) coin toss, or a Bayesian calculation. 

Determining the success or failure of communication can be done in two ways. In 
Object-First (OF) rounds, an object is presented, agents match it to a concept, and then 
bilinguals' responses are compared to a target (i.e., one of the monolingual groups). In 
Signal-First (SF) rounds, an agent of one type, say an LA monolingual, selects a 
concept and shares the associated signal. Other agents (bilinguals) interpret the signal, 
and attempt to produce an object matching that concept. An OF round is like showing 
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people a coloured card, asking them to name the colour, and comparing their answers; a 
SF round is like naming a colour, asking another person to select a card of an 
appropriate hue. 

We are only concerned with how bilingual agents arrive at a usable set of concepts; for 
we can assume that monolingual genomes are static. After each round, agents keep track 
of their performance. After some number of rounds, bilinguals' scores are compared, 
and those below a threshold (e.g., population average) select a more successful agent, 
and shift towards that individual's strategy. Genetic algorithms have been in use for 
decades in programming, and are found in some research in evolutionary game theory. 
In traditional game theory, one agent may simply copy the strategy of another. In a 
genetic algorithm, some part of the original genome may be preserved. Alternatively, 
weak agent may shift their strategy in the direction of a more successful strategy. By 
partial copying, or by shifting, agents generate new strategies. If desirable, a more 
complex measure of fitness might include accuracy vs cost of computation. 

 

5. Conclusion 

 The model described above is still a work in progress. The current version is 
implemented in NetLogo v5.2 (Wilensky, 1999). With a one-dimensional conceptual 
domain, bilinguals are able to converge on a stable, surprisingly resilient, strategy – but 
one which does not match with what is actually observed in empirical research. With a 
two-dimensional domain, agents strategies are being modified to focus on the difference 
between concepts in an individual, and how those are placed in relation to a set point. 
 
This work is still in its infancy; even the lower limits on what can be gleaned from it are 
still unknown. However, the approach outlined in this paper gives us a new way to look 
at both bilingual cognition, and the wealth of empirical evidence already available. 
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